Depth Judgment Measures and Occluding Surfaces in Near-Field Augmented Reality

Gurjot Singh† J. Edward Swan II‡ J. Adam Jones† Stephen R. Ellis†
†Mississippi State University ‡NASA Ames Research Center

Abstract

In this paper we describe an apparatus and experiment that measured depth judgments in augmented reality at near-field distances of 34 to 50 centimeters. The experiment compared perceptual matching, a closed-loop task for measuring depth judgments, with blind reaching, a visually open-loop task for measuring depth judgments. The experiment also studied the effect of a highly salient occluding surface appearing behind, coincident with, and in front of a virtual object. The apparatus and closed-loop matching task were based on previous work by Ellis and Menges. The experiment found maximum average depth judgment errors of 5.5 cm, and found that the blind reaching judgments were less accurate than the perceptual matching judgments. The experiment found that the presence of a highly salient occluding surface has a complicated effect on depth judgments, but does not lead to systematically larger or smaller errors.


Keywords: depth perception, augmented reality, optical see-through display, x-ray vision

1 Introduction

Augmented reality (AR) is an important and promising technology, with many compelling applications [e.g., Azuma et al. 2001; Feiner 2002]. Over the past several years there has been much technical development in video see-through AR, where digital images are captured by a camera, and virtual objects are digitally compositied into the video stream. However, the perceptual issues involved in video see-through AR are equivalent to a standard computer display. This work focuses on perceptual issues that arise from optical see-through AR, where an optical element combines virtual objects with an optical view of the real world. In optical see-through AR (called “AR” for the rest of this paper), unique perceptual issues arise because the human visual system simultaneously sees both real-world and superimposed virtual objects. One such perceptual issue, addressed in this paper, is how the depth of a virtual object is perceived relative to surrounding real-world objects.

Recent analyses of depth perception have focused on how human behaviors afford vision; among these are Cutting and Vishton [1995], who usefully classified the perceptual cues to depth and layout according to distances that relate to human action. They divided perceptual space into three distinct regions, which we term near-field (out to ~1.5 meters), medium-field (~1.5 to ~30 meters), and far-field (beyond ~30 meters) distances. The near-field is the distance within which the hands can easily manipulate or reach for objects. Many compelling near-field AR applications have been proposed; these include medical applications [e.g., Sielhorst et al. 2008], maintenance tasks [e.g., Henderson and Feiner 2009], and manufacturing [e.g., Curtis et al. 1998]. Sielhorst et al. [2008] have published a comprehensive review of the use of AR in medical applications; in this review they also discuss perceptual issues, and they identify correct depth perception as the most important unsolved problem: “While many problems of early systems have already been addressed, the issue of a correct depth visualization remains unsolved.”

To date, depth judgments at medium-field distances have been widely studied in virtual reality [e.g., Creem-Regehr et al. 2005; Interrante et al. 2008; Loomis and Knapp 2003], and a few studies have also been conducted in augmented reality [e.g., Jones et al. 2008; Swan II et al. 2007]. Most of this work has measured depth judgments with action-based tasks, where the depth judgment is based on a physical action performed by the observer. The most common such task has been blind walking [Loomis and Knapp 2003]. Blind walking can be considered an open-loop task, in that while the task is being performed, the observer receives no visual feedback regarding their location.

However, to the best of our knowledge, to date the published work examining near-field AR depth judgments can be found in only four papers [Ellis and Menges 1998; McCandless et al. 2000; Rolland et al. 1995; Rolland et al. 2002]. The first of these papers is Rolland et al. [1995]; they examined depth judgments of real and virtual objects at distances of 80 to 120 cm, using a forced-choice task. They found that the depth of virtual objects was overestimated at the tested distances. Rolland et al. [2002] then ran additional experiments with an improved AR display, which further examined the 80 cm distance, and compared forced-choice and perceptual matching tasks. They found improved depth accuracy and no consistent depth judgment biases. Ellis and Menges [1998] summarize a series of four AR depth judgment experiments, which used a visually closed-loop perceptual matching task to examine near-field distances of 40 to 100 cm, and studied the effects of an occluding object (the “x-ray vision” condition), convergence, accommodation, observer age, and monocular, binocular, and stereo AR displays. They found that monocular viewing degraded the depth judgment, and that an occluding object caused a change in vergence angle which resulted in depth judgments being biased towards the observer. In particular, they found that when the occluder was placed at the same distance as the virtual object, the incorrect occlusion cues caused proximal vergence, in which the apparent nearness of the virtual object drove the change in vergence angle. Finally, McCandless et al. [2000] used the same experimental setup and task to additionally study motion parallax and AR system latency in monocular viewing conditions; they found that depth judgment errors increased systematically with increasing distance and latency.
2 Experimental Goals

In this paper, we describe an experimental apparatus to measure near-field AR depth judgments, and we present an experiment that partially replicates and extends the results first reported by Ellis and Menges [1998]. We pursued the following goals in this work:

1. We sought to largely replicate the apparatus described by Ellis and Menges [1998], because to date that apparatus is one of only a very few to have studied near-field AR depth judgments, and we wanted to build on these previous results.

2. In addition, compared to measuring medium-field AR depth judgments with techniques like blind walking [e.g., Jones et al. 2008], where effect sizes are on the order of 20 to 30 cm, here we expected effect sizes on the order of 10 to 5 cm or even less. Therefore, the apparatus had to measure depth judgments with a high degree of accuracy.

3. Ellis and Menges [1998] studied visually closed-loop depth judgments by perceptually depth matching a virtual target with a mechanical pointer. We wanted to replicate this closed-loop depth judgment, and compare it to an open-loop depth judgment. We chose to implement blind reaching, where an observer reaches without sight to indicate a distance [e.g., Bingham et al. 2000; Mon-Williams and Bingham 2007; Mon-Williams and Tresilian 1999, 2000; Tresilian et al. 1999]. Blind reaching is the near-field equivalent of blind walking: it is an action-based task that does not involve visual feedback. Note, however, that in blind reaching observers do have proprioceptive feedback about their hand’s location, so it is not a fully open-loop task; it is more precisely a visually open-loop task. Nevertheless, we use the term “open-loop” to refer to this task throughout the rest of this paper.

Action-based reaching tasks have been widely studied; Mon-Williams and Bingham [2007] and Bingham et al. [2000] provide surveys. This work comprises a wide variety of reaching tasks, which differ according to the presence or absence of visual or haptic feedback, whether the reach is in the air or involves sliding or manipulating a pointer, and whether the judged depth is indicated by a pointer held in the hand or by the participant’s finger. The task that we have implemented here is most similar to the one reported by Mon-Williams and Tresilian [1999, 2000]. In their task, a participant positioned an unseen index finger at the same depth as the target; their apparatus ensured that the participant’s finger was laterally displaced from the target by only a few centimeters. With this task, Mon-Williams and Tresilian [1999] found accurate distance judgments for real-world targets in full-cue conditions at distances of 16.7 to 50 cm. In our blind reaching task, a participant manipulates a slider until their unseen thumb is at the same depth as the target, and our apparatus also ensures that the participant’s thumb is only laterally displaced from the target by a few centimeters.

4. Finally, we wanted to test the relationship between dark vergence and the perceived depth of a virtual object. Dark vergence is the vergence distance of the eyes in the complete absence of light, when the ocular muscles that control vergence shift into a resting state. Dark vergence is unique for each person, and it has been found to predict the depth of visually impoverished objects [Gogel and Tietz 1973].

3 Experimental Setup and Task

We developed a table apparatus for measuring near-field depth judgments; our table largely replicates the apparatus described by Ellis and Menges [1998], with modifications to support both open-loop and closed-loop depth judgments. Figure 1 shows a side-view diagram of the table and depicts the depth judgment tasks, while figure 2 shows an annotated photograph of our table.

The Table: The top of our table is a custom-ordered optical breadboard, 244 cm long by 92 cm wide by 3.8 cm thick; the top and bottom of the breadboard have a grid of 25 mm bolt holes for mounting equipment. As shown in figure 2, in order to prevent the grid from giving a strong perspective depth cue, we attached a matte black cloth to the top of the table, and mounted our equipment through the cloth. We created a frame for holding the table top, using custom-designed legs and attachments from 80/20 Inc. Our frame had six legs, with four legs at the corners and two legs in the middle. We mounted a second, particle-board table top,
salvaged from an old office table, onto horizontal cross-beams 48 cm off of the ground; we use this second table to store equipment such as the tracking system computer. We obtained a hydraulic jack system from Dyna-Lift, Inc., and mounted six hydraulic jacks to the table legs, and bolted the compressor to the bottom of the table top. With the jacks, we can raise and lower the entire table apparatus such that the table top is between 104 and 134 cm above the ground. As shown in figure 1, we adjusted the table height so that sitting participants could comfortably rest the bottom of the AR display on the top of the table. In this position, when the display has been calibrated, participants’ pupils are very close to 3.5 cm above the table surface.

**Tracking**: For tracking, we used an ARTrack system by Advanced Realtime Tracking, GmbH. This system consists of two infrared emitters / cameras and retro-reflective spheres. We mounted the tracker cameras to the two middle legs of our table; these legs extend 104 cm above the table surface (see figure 2). By mounting the cameras to the table itself, the tracking does not have to be recalibrated when the table top is raised or lowered.

**Display**: Our augmented reality display was an nVisor ST model by NVIS, Inc.; this model has a screen resolution of 1280 × 1024 pixels, a 60° diagonal field-of-view, and 100% overlap between the screens. The optical elements are infinity collimated, and each optical unit is independently left / right adjustable.

**Depth Judgment Tasks**: We replicated the closed-loop matching task described by Ellis and Menges [1998] by sliding a length of white plastic PVC pipe through two collars that are attached to the right-hand side of table surface (see figures 1 and 2). Mounted to the pipe is an arm that extends to the middle of the table; at the tip of the arm is a green LED. As shown in figure 1, the participant uses their right hand to position the LED in depth by sliding the pipe. We mounted a retro-reflective sphere to the arm, and we use the tracker to automatically encode the participant’s closed-loop depth judgment.

In addition, we developed a method for measuring open-loop blind reaching depth judgments. Also as shown in figures 1 and 2, we slid another length of PVC pipe into two collars mounted to the center of the bottom of the table. At the end of the pipe is a right angle bracket; we ask participants to grab this bracket with their thumb pointing upwards, and then slide the pipe until their thumb is directly underneath items seen on top of the table. As shown in figure 1, participants cannot see their thumb, so this is a blind reaching task. At the far end of the pipe we have attached a laser level that shoots a fan-shaped laser beam onto a meter stick that is also mounted under the table. We encode open-loop depth judgments by reading the value on the meter stick and entering it into our control software.

**Occluder**: We also replicated the occluder described by Ellis and Menges [1998]. We glued paper printed with a 5 cm square checkerboard pattern onto a circular foam disc with a diameter of 29 cm. We mounted the center of the disc onto a small motor that rotates the disc at 2 revolutions per minute. As shown in figures 1 and 2, we attached the disc and motor assembly to a pipe that runs through two collars mounted on the left-hand side of the table. With this mounting, our occluder can be positioned either in or out of the participant’s field of view. When the occluder is in the field of view, it can be positioned at a range of distances from the participant. Following the goals of Ellis and Menges [1998], this occluder is as salient as possible: the black and white checkerboard pattern contains many strong accommodative cues, and the slow rotation further enhances the salience.

**Virtual Target**: For each task, participants judged the depth of a virtual target object. The target was a white, wireframe pyramid, rotating at 4 revolutions per minute, with the apex of the pyramid facing downwards (see figure 1). Having the point of the pyramid facing down facilitates precise matching with the LED pointer in the closed-loop task, and with the thumb in the open-loop task. The pyramid nominally has a base of 10 cm and a height of 5 cm. For each trial, we randomly scaled the pyramid from 70% to 130% of its actual size, in order to remove retinal size as a distance cue. The pyramid was seen against a black curtain that hung 220 cm from the participant (see figure 2).

When designing our table apparatus we strove to replicate the design of Ellis and Menges [1998] as closely possible, in as many details as possible. The primary difference is that the position of our table is considerably higher than it was for Ellis and Menges; in their experiment the table was at a normal height for an office table, and the target floated at eye height. We found that the higher table position was necessary to implement the open-loop task: pilot testing indicated that the participant’s thumb needed to be just under the table, and the virtual target needed to be floating just over the table. In this configuration, the participant’s thumb is only laterally displaced from the target by a few centimeters; Mon-Williams and Tresilian [1999] came to a similar conclusion and discuss additional reasons why the seen target and unseen pointing finger need to be close together. In addition, the top of the participant’s shoulder needs to be below the bottom of the table surface in order for the experiment to measure the maximum amount of reach.

### 4 Variables and Design

Table 1 describes the experimental variables and design.

#### 4.1 Independent Variables

**Participant**: We recruited 18 participants from a population of university students, faculty, and staff. The participants ranged in age from 19 to 30; the mean age was 21.6, and 7 were female and 11 male. Four participants were paid $12 an hour, and the rest received course credit. Most of the participants did not have problems learning the task or completing the experiment. However, we did not analyze the data for two participants: the first participated did not seem to take the experiment seriously, and the second participant realized part-way through the experiment that they were performing the depth judgments incorrectly. As indicated in table 1, we analyzed the data from the remaining 16 participants.

**Judgment**: Participants performed two kinds of depth judgments, closed-loop and open-loop. For a closed-loop judgment, participants used the pipe mounted on the top of the table to slide the green LED pointer until it was at the same depth as the apex of the rotating pyramid. For an open-loop judgment, participants grabbed the angle bracket on the end of the pipe mounted underneath the table with their thumb pointing upwards, and then slid

---

**Table 1: Independent and Dependent Variables**

<table>
<thead>
<tr>
<th>Independent Variables</th>
<th>Dependent Variables</th>
</tr>
</thead>
<tbody>
<tr>
<td>participant</td>
<td>16 (random variable)</td>
</tr>
<tr>
<td>judgment</td>
<td>closed-loop, open-loop</td>
</tr>
<tr>
<td>occluder</td>
<td>absent, present</td>
</tr>
<tr>
<td>distance</td>
<td>34, 38, 42, 46, 50 cm</td>
</tr>
<tr>
<td>repetition</td>
<td>1, 2, 3</td>
</tr>
<tr>
<td>judged distance</td>
<td>in cm</td>
</tr>
<tr>
<td>error</td>
<td>judged distance – distance</td>
</tr>
</tbody>
</table>
the pipe until they believed that their unseen thumb was directly below the apex of the rotating pyramid.

**Occluder:** For each depth judgment, the occluder was either absent or present. When it was absent, the occluder did not rotate, and was positioned so that it was out of the participant’s field of view. When the occluder was present, we placed it 42 cm from the participant, which matches the middle of the 5 tested distances. In this position the occluder subtends 34.6° of visual angle. The occluder rotated, and was positioned so that the apex of the rotating pyramid was visible just beyond the edge of the disc; the portion of the pyramid visible below the disc subtended 1.4° of visual angle.

**Distance:** The virtual target appeared at 5 different distances from the participant: 34, 38, 42, 46, and 50 cm. Pilot testing indicated that even relatively short-armed adults could reach 55 cm. At 34 cm the largest possible target subtends 17.4° of visual angle, while at 50 cm the smallest possible target subtends 4.4°.

**Repetition:** Participants saw 3 repetitions of each combination of the other dependent variables.

### 4.2 Dependent Variables

As shown in table 1, the primary dependent variable was judged distance, which we measured using either the closed-loop or the open-loop distance judgment. We also calculated error = judged distance – distance. An error near 0 cm indicates an accurately judged distance; an error > 0 cm indicates an overestimated distance; and an error < 0 cm indicates an underestimated distance.

### 4.3 Experimental Design

We used a factorial nesting of independent variables in a within-subjects, repeated-measures experimental design. The variables varied in the order that they are listed in table 1: judgment varied the slowest; within each judgment participants saw each occluder condition. The presentation order of each judgment ⊗ occluder block was controlled by the same 4 × 4 Latin square that is presented in Jones et al. [2008]. Within each judgment ⊗ occluder block, our control program generated a list of 5 (distance) × 3 (repetition) = 15 distances. The program then randomly permuted the presentation order of the distances, with the restriction that the same distance could not be presented twice in a row. We collected a total of 16 (participant) × 2 (judgment) × 2 (occluder) × 5 (distance) × 3 (repetition) = 960 data points.

With respect to the judgment ⊗ occluder blocks, this design can perfectly counterbalance multiples of 4 participants; the 16 participants analyzed here were perfectly counterbalanced in this manner. In addition, as discussed in more detail in Jones et al. [2008], this design not only counterbalances the presentation order of 4 conditions, it also counterbalances first-order carryover effects (which condition succeeds and precedes each other condition). Since publishing Jones et al. [2008], we have learned that this kind of Latin square was first described by Williams [1949].

### 4.4 Procedure

Each participant first filled out a standard informed consent form, a simulator sickness survey, and then a brief demographic survey. They then took a stereo acuity test, which all participants passed.

After this, the participant trained for and then used an apparatus that measured their dark vergence. As discussed above, we measured dark vergence because we hypothesized that it might describe some portion of the variance in the depth judgment data. The dark vergence apparatus is of our own design, and is based on a design described by Miller [1987]. However, to date we have not found any clear evidence to support our hypothesis, and there is not space in this paper to fully describe this apparatus and the related procedures. Therefore, here we will only report that participants next spent about 20 minutes training for and using our dark vergence apparatus.

After this, we described the two different depth judgment tasks to the participant, and they practiced each one several times. The participant did not yet wear the display; we held a physical model of the pyramid over the table while the participant practiced each matching task. We told the participant that the pyramid would randomly change size with each trial, and that they should not rely upon the size when making their depth judgment.

We next fitted the display on the participant’s head, and calibrated the display using the technique described in Jones et al. [2008]. We originally developed this technique for a standing participant looking down a long hallway; the technique’s parameters are the participant’s eye height, inter-pupillary distance, and the distance from the participant’s eyes to a calibration cross mounted at the participant’s eye height at the end of the hallway. We modified the technique to work with our current setup, using an eye height of 3.5 cm above the table surface, and a calibration cross also 3.5 cm above the table surface; we drew this cross on a black cardboard surface that we mounted 220 cm from the participant (figure 1). This calibration method is described in detail in Jones et al. [2008]; after completing it (1) the participant is looking through the optical center of each of the display’s eyepieces, (2) translational tracker errors related to the way the display fits on the participant’s head are corrected, and (3) rotational tracker errors also related to the display’s fit are corrected. After completing the calibration, we covered the calibration cross with a black curtain (figure 2).

The participant next completed four judgment ⊗ occluder blocks of 15 trials each. We allowed participants to take a break at any point during the experiment, and we mentioned the possibility of a break between each block. Most participants took one break; after each break we re-calibrated the display.

At the beginning of each block of trials, we adjusted the sliding pipe so that the LED pointer (closed-loop judgments) or angle bracket pointer (open-loop judgments) was as close to the participant as possible. For the first trial, the participant slid the pointer from this position to indicate their depth judgment. We trained participants to put their hands in their lap when they were satisfied with their depth judgment. When we saw them do this, we blanked the display, recorded the judgment, and then triggered the next trial. Therefore, for all trials except the first, the participant adjusted the pointer to the next depth from the previous depth position. Because our counterbalancing ensured that identical distances never appeared in subsequent trials, it was always necessary to move the pointer to make a correct judgment, and thus the pointer was moved from a wide variety of previous positions. We encouraged participants to be as accurate as possible, and did not set any time limit for the trials.

After completing the trials, participants filled out the simulator sickness exit survey, and we then debriefed them regarding their strategies and thoughts about the experiment.

### 5 Results and Discussion

We analyzed judged distance results from N = 960 data values. One data value was missing because of a tracker error, and examining histograms revealed 5 data values with error > ±20 cm that we determined to be outliers. Using the procedure recommend by Barnett and Lewis [1994], we replaced these 6 values with the median of the remaining values in the judgment ⊗ oc-
cluder © distance experimental cell. However, after completing the ANOVA analyses described below, we re-ran the same ANOVA models with the 5 outlying data points included. This ANOVA model has exactly the same pattern of results as what is described below, along with an additional main effect; we conclude that this additional effect is spurious because it is caused by the outlying data points. In addition, the histograms suggested a different distribution for the open-loop and closed-loop data, with the closed-loop results exhibiting more skew. To test for this potential violation of the assumptions underlying ANOVA modeling, we re-ran all of the ANOVA models discussed below with log-transformed data. These models also had the same pattern of results, but generally revealed greater experimental power: the $F$ values were generally larger, which would be expected from better meeting the ANOVA assumptions. Nevertheless, here we report ANOVA analysis of the non-transformed error results.

5.1 Results Over All Data

Figure 3 shows the main results as judged distance versus actual distance; figure 4 shows this same data plotted as error. We conducted an ANOVA analysis of this main experimental design. The main result is a different pattern of means by distance for each of the four main judgment © occluder conditions. This pattern would show up statistically as a three-way interaction between judgment, occluder, and distance. Although this three way interaction is not significant here, the following related main effect and two-way interaction are significant. First, there is a main effect of judgment on error ($F(1,15) = 21.0$, $p < .001$); open-loop responses are more underestimated than closed-loop responses. Second, there is an occluder by distance interaction on error ($F(4,60) = 4.5$, $p = .003$); this is reflected in the different shapes of the patterns by distance between the occluder absent and present conditions.

We also found significant calibration effects; figure 5 shows interactions with repetition. We found a judgment by repetition interaction on error ($F(1,15) = 21.0$, $p < .001$); open-loop responses are more underestimated than closed-loop responses. Second, there is an occluder by distance interaction on error ($F(4,60) = 4.5$, $p = .003$); this is reflected in the different shapes of the patterns by distance between the occluder absent and present conditions.

These interactions by repetition indicated rapid calibration by the participants. We explored this calibration in more detail by running another ANOVA model that directly examined the 15 trials in each block. Figure 6 shows these results; we found a significant main effect of trial ($F(14,210) = 2.2$, $p = .010$), a significant judgment by trial interaction ($F(14,210) = 2.0$, $p = .022$), and a significant occluder by trial interaction ($F(14,210) = 2.1$, $p =$
Calibration effects have been widely studied in open-loop reaching tasks. In situations where participants receive no visual or haptic feedback, reaching accuracy degrades over time [Bingham et al. 2000; Mon-Williams and Bingham 2007]. However, when participants receive visual or haptic feedback, they rapidly calibrate their reach according to this feedback. Mon-Williams and Bingham [2007] explore these calibration effects by systematically distorting this feedback; they find that participants rapidly recalibrate their reaching over a number of trials that is similar to what we have found here. This suggests that our participants are calibrating to the relatively novel perceptual situation of the open-loop reaching judgments as well as viewing the target in the presence of the occluder.

5.2 Results Over Stable Data

Based on these calibration effects, we next analyzed the N = 640 data points left over when repetition = 1 is removed from the data. Figures 5 and 6 suggest that the data from these two repetitions is a more stable representation of the participants’ depth judgments. This data is plotted in figures 7 and 8.

Both figures demonstrate a three-way interaction between judgment, occluder, and distance on error (F(4,60) = 22.1, p = .004); included in this interaction are main effects of judgment (F(1,15) = 13.6, p = .002) and distance (F(4,60) = 3.4, p = .014), and an occluder by distance interaction (F(4,60) = 4.6, p = .002). This is a complex interaction; note that there is a different pattern of means by distance for each of the four main conditions. For the (1) closed-loop judgment, absent occluder condition, the judged distance shows a linear increase with increasing distance, beginning with error = –1.89 cm and progressing to error = +0.77 cm. When (2) the occluder is present with closed-loop judgments, the error remains relatively constant at –1.07 cm. In this case the presence of the occluder disrupts the linear pattern, probably by biasing convergence towards the occluding distance of 42 cm. For the (3) open-loop judgment, absent occluder condition, the judged distance again shows a general pattern of increasing with increasing distance. When (4) the occluder is present, four of the five means cluster around an average error of –3.23 cm, but when the target was at 46 cm the distance to it was judged to be considerably closer to the participant, at error = –5.52 cm. At this distance the target was 4 cm behind the occluder; here it is likely that, similar to Ellis and Menges [1998], the incorrect occlusion cues which suggest that the target is in front of the occluder cause a change in convergence, which results in the underestimated distance judgment. However, note that when the target was at 50 cm (8 cm behind the occluder) this effect is no longer operating, and the error is similar to the other open-loop depth judgments.
This result is consistent with an observation made by both us and Ellis and Menges [1998]: when a virtual object is initially located in front of a physical object, and the physical object is slowly moved towards an observer, at first the virtual object appears to be “pushed” closer to the observer by the physical object. At some point, however, the virtual object suddenly appears to “fall back” behind the physical object, which imparts a strong sense of transparency to the physical object. This effect is easy to see in an AR system using one’s hand.

Finally, note that there is a general trend of greater underestimation for the open-loop judgments (error = −5.52 to −1.78 cm) relative to the closed-loop judgments (error = −1.89 to +0.77 cm). And within each judgment type, although the overall mean is similar whether the occluder is absent or present, the pattern of means by distance varies considerably.

6 Conclusions and Future Work

We have successfully developed an apparatus and related calibration and measuring techniques for collecting near-field depth judgments, using both closed-loop and open-loop tasks. Furthermore, our closed-loop results largely replicate the relevant results reported by Ellis and Menges [1998]. In addition, we directly compared closed-loop perceptual matching to visually open-loop blind reaching in the same experimental context. We found that blind reaching is significantly more underestimated than perceptual matching, with an average additional error of 3.1 cm for distances of 50 cm or less. This suggests that AR-presented virtual objects are perceived as being somewhat closer than they are perceptually matched with closed-loop tasks. We also found that the presence of a highly-salient occluding surface has a complicated effect on depth judgments, but it does not lead to systematically larger or smaller errors.

Finally, a practical finding is that this experiment determines an overall error bound for a range of reaching distances out to 50 cm. For the closed-loop task, we found a maximum mean localization error of 1.9 cm, and for the open-loop task a maximum mean error of 5.5 cm. It may be possible to implement some near-field AR applications within these error bounds.

In the future, we intend to further study the effect of calibration on depth judgment accuracy. In most near-field AR applications, the users of these systems would naturally be, or could be designed to be, much less salient. For example, in a medical AR application supporting endoscopic surgery, where the doctor uses AR to “see through” the patient’s skin, we could imagine the skin being covered by a plain white sheet (or black, if that color was found to be more helpful). We intend to perform future studies that vary occluder salience, where the occluder is monochromatic and does not rotate.

Acknowledgements

This work was funded by the National Science Foundation, under award IIS-0713609. We are grateful for the assistance of Lorraine Lin, and we also acknowledge Andreas Werner of ART GmbH for a very helpful visit.

References


TRESILIAN, J. R., MON-WILLIAMS, M., & KELLY, B. M. [1999]. Increasing Confidence in Vergence as a Cue to Distance. Proceedings of the Royal Society of London; B: Biological Sciences, 266, 39–44.